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Multiple Linear
Regression
How Well Do High School Grades and
SAT Scores Predict College Success?
Suppose that we want to predict the college grade point average (GPA) of newly admitted students. We have data on
their high school grades in several subjects and their SAT scores. How well can we predict college grades from this
information? Do high school grades or SAT scores predict college GPA more accurately?
Fitted Line Plot
GPA = 0.9077 + 0.2076 HSM
S 0.702803
R-Sq 19.1%
R-Sq(adj) 18.7%

4

3

GPA

To find out, researchers collected data from a sample of
224 students at a large university.1 The purpose of their
study was to attempt to predict success in the early university years. One measure of success was the cumulative GPA
after three semesters. Among the explanatory variables recorded at the time the students enrolled in the university
were gender; average high school grades in mathematics
(HSM), science (HSS), and English (HSE); and students’
scores on the SAT Math and Critical Reading tests.

2

1

The table below shows data for the first 10 students in the
sample. Each student’s college GPA is recorded on the
usual four-point scale. High school grades are coded on a
scale from 1 to 10, with 10 corresponding to A, 9 to A-,
8 to B+, and so on. SAT scores are reported on the usual
200 to 800 scale. Gender is a categorical variable that takes
values 0 (male) or 1 (female).
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FIGURE 14.1 (a) Scatterplot with the least-squares
regression line added and (b) residual plot for a linear regression analysis based on a sample of 224 students’ high school
math grades (HSM) and their cumulative GPAs after three
semesters of college.
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Figure 14.1 shows a scatterplot with the least-squares regression line added and a residual plot from a regression
analysis using HSM as the explanatory variable and GPA as the response variable. There appears to be similar
variability in GPA for each possible value of HSM, and
the residual plot shows a random scatter of points about
How much better could we do at predicting students’
the horizontal line at 0. About 19% of the variation in
cumulative GPAs if we used their high school grades and
cumulative GPA is accounted for by the linear regression
SAT scores in making the predictions? By the end of this
model. If we use the regression line to predict students’
chapter, you’ll have developed the tools to answer this
GPAs from their high school math grades, the size of a
question.
typical prediction error is about 0.7 on a four-point scale.

Introduction

In Chapter 12, we presented inference methods in the setting of a linear relationship between a response variable y and a single explanatory variable x. With multiple linear regression, we use more than one explanatory variable to predict a
single quantitative response variable. This additional information often allows us
to make better predictions of y. The tools we learned in Chapter 3—scatterplots,
correlation, least-squares regression, residuals, r2, and s—are still useful in the
multiple linear regression setting. However, the introduction of several explanatory variables leads to many additional considerations.

Activity A-maze-ing!
MATERIALS: One maze per student, generated with an online maze maker; stopwatch; and coin for
each pair of students

In this Activity, you will take part in an experiment to determine whether the
length and width of a maze can help predict the time required to complete it.
(For instance, the maze shown has width 20 and length 30.) You will work with a
partner during the data collection.
1. Your teacher will distribute one maze to each student at random from the set
of mazes generated at the online site.
2. With your partner, flip a coin to determine who will work the maze first and
who will time.
3. When the timer says, “Go,” the subject should turn the paper over and complete the maze. The subject should say, “Done,” when finished. Record the time
it took for the subject to complete the maze to the nearest tenth of a second.
4. Switch roles, and repeat Step 3.
5. With your partner, compare your times on the two mazes. Did the length and
width of the maze seem to affect completion time?
6. Make a class data table from the experiment. Each student should record the

tistics, 4E
of the maze, width of the maze, gender, and completion time.
Practice of Stalength
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7. Use what you have learned in previous chapters to do some preliminary
First Pass: 2011-03-10

analysis of the data.
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14.1 Prediction and Inference for Multiple Linear Regression 5
In this chapter, we’ll start by examining the effect of adding a categorical explanatory variable that takes only two possible values to a linear regression setting.
Later, we’ll turn to the more general problem of using multiple explanatory variables to predict a single quantitative response variable.

14.1
In Section 14.1,
you’ll learn about:
• Parallel regression lines
• Estimating parameters
• Using technology
• Inference for multiple
linear regression
• Interaction
• The general multiple
linear regression model
• A case study for
multiple linear
regression
• Inference for regression
parameters
• Checking the conditions
for inference

Simple linear
regression
Multiple linear
regression

Prediction and Inference
for Multiple Linear
Regression2
When a scatterplot shows a linear relationship between a quantitative explanatory
variable x and a quantitative response variable y, we fit a regression line to the data
to describe the relationship. We can also use the line to predict the value of y for
a given value of x. For example, we can use regression lines to describe relationships between the following:
• The length y of an icicle and the time x during which water has flowed over it.
• The score y of fifth-grade children on a test of reading comprehension and
their IQ test score x.
• The number y of new adults that join a colony of birds and the percent x of
adult birds that return from the previous year.
In all these cases, other explanatory variables might improve our understanding of
the response y and help us to better predict y:
• The length y of an icicle depends on time x1, the rate x2 at which water flows
over it, and the temperature x3.
• A child’s reading score y may depend on IQ x1 and also on the score x2 on a
test of interest in school.
• The number y of new adults in a bird colony depends on the percent x1 of
returning adults and also on the species x2 of bird.
We will now call regression with just one explanatory variable simple linear
regression to remind us that this is a special case. This chapter introduces the
more general case of multiple linear regression, which allows several explanatory
variables to combine in explaining a response variable.

Parallel Regression Lines
In Chapter 3, we learned how to add a categorical variable to a scatterplot by using
different colors or plot symbols to indicate the different values of the categorical
variable. Consider a simple case: the categorical variable (call it x2) takes just two
values and the scatterplot seems to show two parallel straight-line patterns linking
the response y to a quantitative explanatory variable x1, one pattern for each value
of x2. Here is an example.

starnes14_002-049hr.indd 5
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EXAMPLE Potential Jurors
Adding a categorical variable
Tom Shields, jury commissioner for the Franklin County Municipal Court in
Columbus, Ohio, is responsible for making sure that the judges have enough
potential jurors to conduct jury trials. Only a small percentage of cases go to
trial, but potential jurors must be available to serve on short notice. Jury duty
for this court is two weeks long, so Tom must bring together a new group of
potential jurors 26 times a year. Random sampling methods are used to obtain
a sample of registered voters in Franklin County every two weeks, and these
individuals are sent a summons to appear for jury duty. Not all the voters who
receive a summons actually appear for jury duty.

Percent reporting for jury duty

The table below shows the percent of individuals who reported for jury duty
after receiving a summons, for 1998 and 2000.3 The reporting dates vary
slightly from year to year, so they are coded in order from 1, the first group to
report in January, to 26, the last group to report in December.
Reporting Date

1998 (%)

2000 (%)

Reporting Date

1998 (%)

2000 (%)

1

83.30

92.59

14

65.40

94.40

2

83.60

81.10

15

65.02

88.50

3

70.50

92.50

16

62.30

95.50

4

70.70

97.00

17

62.50

65.90

5

80.50

97.00

18

65.50

87.50

6

81.60

83.30

19

63.50

80.20

7

65.30

94.60

20

75.00

94.70

8

61.30

88.10

21

67.90

76.60

9

62.70

90.90

22

62.00

75.80

10

67.80

87.10

23

71.00

76.50

11

65.00

85.40

24

62.10

80.60

64.10

86.60

25

58.50

71.80

64.70

88.30

26

50.70

63.70

Year

100

1998
2000

90

Regression line
for 2000

80
70

Regression line
for 1998

60
50

12
13

0
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10

15
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Code for reporting date

FIGURE 14.2 A scatterplot of percents reporting for jury duty in
Franklin
County Municipal Court, with separate regression lines for
Starnes/Yates/Moore: The Practice of Statistics, 4E
1998
and
2000. Perm. Fig.: 14006
New Fig.: 14.02

Problem: Figure 14.2 displays the data on percent reporting
y and reporting date x1 for the two years. Two separate regression lines have been added, one for 1998 and one for 2000. The
equations of these lines are
For 2000:

ŷ = 95.571 - 0.765x1

For 1998:

ŷ = 76.426 - 0.668x1

(a) Describe the relationship between percent reporting and
reporting date in the two years.
(b) New efforts were made to increase participation rates in
2000. Does it appear that these efforts were successful? Explain.
(c) Use the two regression lines to predict the percent of jurors
appearing for reporting date 26 in both years.
(d) Calculate the residuals corresponding to reporting date
26 for both years. What do you notice?

First Pass: 2011-03-10
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14.1 Prediction and Inference for Multiple Linear Regression 7
Solution:
(a) There is a moderately strong negative linear relationship between percent reporting and reporting date, indicating lower participation for those individuals selected later in the year.
(b) Yes. The reporting percents in 2000 are higher than the corresponding percents for all but
one group in 1998. Also, the regression line for 2000 is always above and is roughly parallel to the
regression line for 1998.
(c) For 2000, the predicted percent of jurors reporting is ŷ = 95.571 - 0.765(26) = 75.681.
For 1998, the predicted percent of jurors reporting is ŷ = 76.426 - 0.668(26) = 59.058.
(d) For 2000, the residual is 63.70 - 75.681 = -11.981. For 1998, the residual is
50.70 - 59.058 = -8.358. In both cases, the actual percent of jurors reporting is much
lower than predicted.
For Practice Try Exercise 3

We now think that the percent of jurors reporting for duty declines at about the
same rate in both years but that the percent increased by a constant amount
between 1998 and 2000. We would like to have a single regression model that
captures this insight. To do this, introduce a second explanatory variable x2 for
“year.” We might let x2 take values 1998 and 2000, but then what would we do if
the categorical variable took values “female” and “male”? A better approach is to
just use the values 0 and 1 to distinguish the two years. Now we have an indicator
variable
x2 = 0 for year 1998
x2 = 1 for year 2000
The table displays the jury-reporting data with the new indicator variable
added.
Reporting Date x1

Year (indicator) x2

Percent Reporting y

1

0

83.30

1

1

92.59

2

0

83.60

2

1

81.10

...

...

...

26

0

50.70

26

1

63.70

Definition: Indicator variable
An indicator variable places individuals into one of two categories, usually coded by
the two values 0 and 1.

Indicator variables are commonly used to indicate gender (0 = male, 1 =
female), condition of patient (0 = good, 1 = poor), status of order (0 = undelivered,
1 = delivered), and many other characteristics for individuals.
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The switch in notation from
my = a + bx to my = b0 + b1x
allows an easier extension to
other models.

In simple linear regression, we describe the relationship between the explanatory variable x and the mean response my in the population by a population
regression line my = b0 + b1x. Now, we add a second explanatory variable, so that
our regression model for the population becomes
my = b0 + b1x1 + b2x2

EXAMPLE Potential Jurors
Interpreting a multiple linear regression model
Multiple linear regression models are no longer simple straight lines, so we must
think a bit harder to interpret what they say. Consider our model
my = b0 + b1x1 + b2x2
in which y is the percent of jurors who report, x1 is the reporting date (1 to 26), and
x2 is an indicator variable for year. For 1998, x2 = 0 and the model becomes
my = b0 + b1x1 + b2(0) = b0 + b1x1
The slope of a line is
the change in y when x
increases by one unit.

ß2

ß1

y

ß0

ß1

1

1

µ y for 2000

µ y for 1998

X1

FIGURE 14.3 Multiple linear regression model with two
parallel straight lines.

(intercept)
For 2000, x2 = 1 and the model is

(slope)

my = b0 + b1x1 + b2(1) = (b0 + b2) + b1x1
Look carefully: the slope that describes how the mean
reporting percent changes as the reporting period x1
runs from 1 to 26 is b1 in both years. The intercepts
differ: b0 for 1998 and b0 + b2 for 2000. So b2 is of particular interest, because it is the fixed change between
1998 and 2000.
Figure 14.3 is a graph of this model with all three b’s identified. We have succeeded in giving a single model for two
parallel straight lines.

Starnes/Yates/Moore: The Practice of Statistics, 4E
New Fig.: 14.03
Perm. Fig.: 14007
First Pass: 2011-03-10

Check Your Understanding

Suppose that in colonies of two different bird species, the number y of new birds that join
a colony this year has the same straight-line relationship with the percent x1 of returning
birds. An indicator variable shows which species we observe: x2 = 0 for one and x2 = 1
for the other. Write a population regression model that describes this setting. Explain in
words what each b in your model means.

starnes14_002-049hr.indd 8

4/18/11 4:14 PM

14.1 Prediction and Inference for Multiple Linear Regression 9

Estimating Parameters
How should we estimate the b’s in the model my = b0 + b1x1 + b2x2? Because we
hope to predict y, we want to make the errors in the y direction small. These
residuals are no longer the vertical distances from the points to a line as in a simple linear regression model, because we now have two lines. But we still concentrate on the prediction of y and therefore on the deviations between the observed
responses y and the responses predicted by the regression model.
The method of least squares estimates the b’s in the model by choosing the values
that minimize the sum of the squared deviations for the response variable y:

∑(observed y − predicted y)2 =∑( y − yˆ)2

The regression standard error
is also known as the root mean
squared error, abbreviated
RMSE or Root MSE. We’ll
explain why later.

We use the individual coefficients in the least-squares regression model ŷ = b0 +
b1x1 + b2x2 for the sample data to estimate the corresponding parameters in the
population regression model my = b0 + b1x1 + b2x2. That is, b0 estimates b0,
b1 estimates b1, and b2 estimates b2.
The remaining parameter is the standard deviation s, which describes the variability of the response y about the mean given by the population regression model.
Recall that the residuals are the differences between the observed responses y and
the responses ŷ predicted by the least-squares model. Since the residuals estimate
the “leftover variation” about the regression model, the standard deviation s of the
residuals is used to estimate s. The value of s is also referred to as the regression
standard error.

Definition: Regression standard error
The regression standard error for the multiple linear regression model
ŷ = b0 + b1x1 + b2x2 is
s=

∑ residual2
n−3

=

∑(y − yˆ )2
n −3

Use s to estimate the standard deviation s of the responses about the mean given by
the population regression model.

Notice that instead of dividing by (n - 2), the number of observations less 2, as
we did for the simple linear regression model in Chapter 12, we are now dividing
by (n - 3), the number of observations less 3. Because we are estimating three
b parameters in our population regression model, the degrees of freedom must
reflect this change. In general, the degrees of freedom for the regression standard
error will be the number of data points minus the number of b parameters in the
population regression model.
Why do we prefer one regression model with parallel lines to two separate simple linear regressions? Simplicity is one reason—why use separate models with
four b’s if a single model with three b’s describes the data well? Looking at the
regression standard error provides another reason: the n in the formula for s
includes all of the observations in both years. As usual, more observations produce
a more precise estimate of s. Of course, using one model for both years assumes
that s describes the scatter about the line in both years.

starnes14_002-049hr.indd 9
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EXAMPLE Potential Jurors
From two regression models to one
Problem: The previous example introduced the regression model my = b0 + b1x1 + b2x2 for
predicting the reporting percent y from reporting date x1 and year x2. Statistical software gives the
least-squares estimate of this model as ŷ = 77.1 - 0.717x1 + 17.8x2.
(a) Use the estimated regression equation to obtain a least-squares line for each year. Interpret
the slope in context.
(b) Compare your results from part (a) with the two separate regression lines obtained in the
example on page 6:
For 2000:

ŷ = 95.571 - 0.765x1

For 1998:

ŷ = 76.426 - 0.668x1

(c) Use the regression model from part (a) to predict the percent of jurors appearing for reporting
date 26 in both years.
(d) For the model in part (a), the regression standard error is s = 6.709. Interpret this value in
context.
Solution:
(a) Substitute the two values of the indicator variable into the estimated regression equation. The
predicted reporting percents are
For 2000 (x2 = 1):
For 1998 (x2 = 0):

ŷ = 77.1 - 0.717x1 + 17.8(1) = 94.9 - 0.717x1
ŷ = 77.1 - 0.717x1 + 17.8(0) = 77.1 - 0.717x1

The estimated change in mean reporting percent for a one-unit change in the reporting date
is -0.717.
(b) The y intercept values are very close to one another (95.571 is close to 94.9, and 76.426 is
close to 77.1) for both years. The big change is that the slope -0.717 is now the same for both
lines.
(c) For 2000, the predicted percent of reporting jurors is ŷ = 94.9 - 0.717(26) = 76.258.
For 1998, the predicted percent of reporting jurors is ŷ = 77.1 - 0.717(26) = 58.458.
(d) On average, we would expect our prediction of the reporting percent to be off by about 6.7% from
the actual percent of jurors who report.
For Practice Try Exercise 9

It is possible to do multiple
linear regression on the TI-89
or TI-Nspire, but not on the
TI-84. For that reason, we use
only computer software in this
chapter.

starnes14_002-049hr.indd 10

Using Technology
The table of juror reporting percents on page 6 provides a compact way to
display data in a textbook, but this is not the best way to enter data into a statistical software package for analysis. The usual format for data files is that each row
contains data on one individual and each column contains the values of one
variable.
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EXAMPLE Potential Jurors
Organizing data for computer regression
The multiple linear regression model my = b0 + b1x1 + b2x2 for predicting the
reporting percent y from reporting date x1 and year x2 requires three columns. The
52 reporting percents y for 1998 and 2000 appear in a column labeled “Percent y,”
values of the explanatory variable x1 make up a column labeled “Group x1,” and
values of the indicator variable x2 make up a column labeled “Ind2000 x2.” The
first five rows of the worksheet are shown.
Row

Group x1

Ind2000 x2

Percent y

1

1

0

83.30

2

1

1

92.59

3

2

0

83.60

4

2

1

81.10

5

3

0

80.50

To use statistical software, we only need to identify the response variable Percent
and the two explanatory variables Group and Ind2000. Figure 14.4 shows the
regression output from Minitab for the juror-reporting data. The software provides
parameter estimates, standard errors, t statistics, P-values, an analysis of variance
table, the regression standard error, and R2. We will digest this output one piece
at a time: first describe the model, then look at the conditions needed for inference, and finally, interpret the results of inference.
Minitab gives the multiple linear regression model for predicting the reporting
percent as ŷ = 77.1 - 0.717x1 + 17.8x2. The regression standard error is s =
6.70905.
For simple linear regression models,
the square of the correlation coefficient r2 between y and x measures the
proportion of variation in the response
variable that is accounted for by the
least-squares regression using x as the
explanatory variable. For our multiple
linear regression model with parallel
regression lines, we do not have one
correlation coefficient. However, by
squaring the correlation coefficient
between the observed responses y and
the predicted responses ŷ, we obtain
the squared multiple correlation
coefficient R2.
In Chapter 3, we defined
FIGURE 14.4 Output from Minitab for the model with parallel regression lines.

starnes14_002-049hr1.indd 11
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where SSE is the sum of squared errors (residuals) and SST is the sum of squared
deviations from the mean y-value, y. Recall that r2 tells us how much better the
least-squares regression line does at predicting the values of y than simply using y.
We define R2 for multiple linear regression in exactly the same way:
R2 = 1 −

SSE SST − SSE SSregression
=
=
SST
SST
SStotal

The analysis of variance table helps us compute the value of R2. The sum of
squares column in the ANOVA table breaks the total variability in the responses
into two pieces. One piece (SSregression) summarizes the variability accounted for
by the regression model, and the other piece (SSerror) summarizes the “leftover”
variability. That is,
total sum of squares = model sum of squares + error sum of squares
The value of R2 is the ratio of the model sum of squares to the total sum of squares,
so R2 tells us what proportion of the variation in the response variable y that we
account for by using the set of explanatory variables in the multiple linear regression model.

Definition: Squared multiple correlation coefficient R 2
The squared multiple correlation coefficient R  2 is the square of the correlation
coefficient between the observed responses y and the predicted responses ŷ . It is also
equal to
R2 =

variability accounted for by model model sum of squares
=
total variaability in y
total sum of squares

R  2 is almost always given with a regression model to describe the fit of the model to the
data.

EXAMPLE Potential Jurors
Interpreting R2 in multiple linear regression
The Minitab output in Figure 14.4 gives the value R2 = 0.719.
Problem: Interpret this value in context.
Solution: The multiple linear regression model ŷ = 77.1 - 0.717x1 + 17.8x2 with explanatory
variables x1 = reporting date and x2 = indicator of year (0 = 1998 and 1 = 2000) explains about
72% of the variation in the response variable y = percent reporting.

For Practice Try Exercise 11

starnes14_002-049hr.indd 12
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Check Your Understanding

Researchers investigated the relationship between nestling mass, measured in grams, and
nest humidity index, measured as the ratio of total mass of water in the nest divided by
nest dry mass, for two different groups of great titmice parents.4 One group was exposed
to fleas during egg laying and the other was not. Exposed parents were coded as 1, and
unexposed parents were coded as 0. Use the output below, obtained by fitting a multiple
linear regression model with parallel lines for the two groups of parents, to answer the
following questions.

1. Give the regression model for predicting nestling mass from nest humidity index for
the two groups of great titmice parents. Interpret the slope in context.
2. Based on your model, do you think that nestling mass was higher in nests of birds
exposed to fleas during egg laying? Explain.
3. Use your model to predict the nestling mass for each group when the nest humidity
index is 1.2.
4. What is the value of the regression standard error? Interpret this value in context.
5. What is the value of the squared multiple correlation coefficient? Interpret this value
in context.

Inference for Multiple Linear
Regression
The output in Figure 14.4 (page 11) contains a considerable amount of additional
information that deals with statistical inference for our multiple linear regression
model with parallel lines. Before taking our first look at inference for multiple
linear regression, we will check the conditions for inference in the special case
of parallel regression lines: linear, independent, Normal, equal variance, and
random. These should be familiar from Chapter 12.

starnes14_002-049hr.indd 13
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EXAMPLE Potential Jurors
Checking inference conditions
A scatterplot and several plots of the residuals for the multiple linear regression
model with parallel lines from the previous jury-reporting examples are shown in
Figure 14.5.
Histogram of the Residuals
16

Year
1998
2000

90
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Percent reporting for jury duty

Scatterplot of Percent versus Code for Reporting Date
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FIGURE 14.5 Scatterplot, histogram of residuals, and two different residual plots to check the inference conditions for the model
with
parallel regressionThe
lines.
Starnes/Yates/Moore:
Practice of Statistics, 4E
New Fig.: 14.05
Perm. Fig.: 14011
First Pass: 2011-03-10
Problem:

In some situations, as is the
case in this example, the order
of entry will correspond to
time or some other variable
of interest, so plotting the
residuals versus order can
provide a valuable check of
independence.

starnes14_002-049hr1.indd 14

Check whether the conditions for performing inference about the regression model are
met in this setting.
Solution:
• Linear The scatterplot in Figure 14.5(a) shows a parallel linear pattern for the two years, so the
model is reasonable.
• Independent Since 26 groups are randomly selected each year, it is reasonable to assume that the
reporting percents are independent. The plot of residuals against time order in Figure 14.5(b)
provides a quick check to see if there is a pattern in the residuals based on the order in which they were
entered into the worksheet. The plot shows one potentially troubling feature: residuals 7 through 17
are all negative. Otherwise, there is no systematic pattern. A closer look at the scatterplot in Figure
14.5(a) reveals that the blue points for reporting dates 7 through 17 are all below the line.
• Normal The histogram of the residuals in Figure 14.5(c) indicates that the residuals are
symmetric about zero, unimodal, and bell-shaped.

4/27/11 9:31 AM
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• Equal variance The residual plot in Figure 14.5(d) is not a randomly scattered horizontal band of
points. However, the overall pattern does suggest that the variability in the residuals is roughly
constant, with the exception of the residuals for fitted values between 65 and 70. Overall, this
residual plot supports the model’s condition that a single s describes the scatter about the 1998
line and the 2000 line.
• Random These data came from randomly selected jurors in each time period for both years.
In spite of our concern about the Independent condition, the linear model still provides a reasonable
summary of the reporting percents.
For Practice Try Exercise 13(a)

To this point, we have concentrated on understanding the model, estimating
parameters, and verifying the conditions for inference that are part of a regression
model. Inference in multiple linear regression begins with tests that help us decide
if a model adequately fits the data and choose between several possible models.
The first inference for a multiple linear regression model examines the overall
model. The ANOVA table summarizes the breakdown of the variability in the
response variable. There is one row for each of the three sources of variation:
Model, Error, and Total. Each source of variation has a number of degrees of
freedom associated with it. These degrees of freedom are listed in a column.
Another column provides a sum of squares for the three components. The sums
of squares are divided by the degrees of freedom within each row to form a column for the mean squares. Finally, the mean squares for the model is divided by
the mean squares for error to form the F statistic for the overall model. This F
statistic is used to find out if the coefficients of all the variables in the multiple
linear regression model are equal to zero.
Source

Degrees of freedom

Sum of squares

Mean square

Model

k

SSM = ∑ ( yˆ − y )2

MSM =

SSM
k

Error

n-k-1

SSE = ∑ ( y − yˆ )2

MSE =

SSE
n −k −1

Total

n-1

∑ ( y − y )2

F statistic
F=

MSM
MSE

F Statistic for the Multiple Linear Regression Model
The analysis of variance F statistic for testing the null hypothesis H0 that all
the regression coefficients (b’s), except b0, are equal to zero has the form
F=

F distribution with df1 � k and
df2 � n � k � 1.

Probability p

F*

variation due to model model mean square
=
variation due to error
error mean square

When the conditions for inference about the multiple linear
regression model are met, this statistic follows an F distribution
with numerator degrees of freedom df1 = number of explanatory
variables k in the model and denominator degrees of freedom
df2 = n - k - 1. The resulting P-value is the probability of getting
an F statistic this large or larger just by chance when H0 is true.
Let’s see what the F statistic tells us in the case of the jurorreporting data.

Starnes/Yates/Moore: The Practice of Statistics, 4E
New Fig.: 14UN02
Perm. Fig.: 14012
First Pass: 2011-03-10
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EXAMPLE Potential Jurors
Overall F test for parallel regression lines
The regression model for the mean reporting percent is my = b0 + b1x1 + b2x2,
where x1 is labeled as Group and x2 is labeled as Ind2000 on the Minitab output
in Figure 14.4 (reproduced below). The null and alternative hypotheses for the
overall F test are
H0 : b1 = b2 = 0 (that is, my = b0)
Ha : at least one of b1 and b2 is not 0

Null model

The null hypothesis H0 specifies a model, called the null model, in which the
response variable y is a constant (its mean) plus random variation. In other words,
the null model says that x1 and x2 together do not help predict y.
The value of the F statistic reported in the
Minitab output is F = 62.62. You should
check that this value is the mean square for
the model (2818.7) divided by the mean
square for error (45.0). The P-value is obtained
from an F distribution with k = 2 numerator
and n - k - 1 = 52 - 2 - 1 = 49 denominator degrees of freedom. Minitab reports a
P-value of approximately 0.000. Because the
P-value is less than any reasonable significance level, say a = 0.01, we reject the null
hypothesis and conclude that at least one of
the coefficients, b1 or b2, differs from 0. This
suggests that at least one of the explanatory
variables is useful in explaining the variation
in the reporting percent y.

Rejecting the null hypothesis with the F statistic tells us that at least one of our
b parameters is not equal to zero, but it doesn’t tell us which parameters are not
equal to zero. We turn to individual tests or confidence intervals for each parameter to answer that question.

Individual t  Tests and Confidence Intervals for Model Coefficients
To test the null hypothesis that one of the b’s in a specific regression model
with k explanatory variables is zero, compute the t statistic
t=

parameter estimate
b
=
standard error of estimate SEb

If the conditions for inference are met, the P-value for this test can be found
using a t distribution with n - k - 1 degrees of freedom.

starnes14_002-049hr.indd 16
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When the inference conditions are met, a level C confidence interval for
one of the b’s in a multiple linear regression model is given by
b ± t*SEb
The critical value t* comes from a t distribution with df = n - k - 1.
The following example shows how to perform inference for the individual
parameters in a multiple linear regression model.

EXAMPLE Potential Jurors
Individual tests and confidence intervals for
regression parameters
The Minitab output in Figure 14.4 (reproduced below) provides parameter estimates and standard errors for the coefficients b0, b1, and b2 in the multiple linear
regression model my = b0 + b1x1 + b2x2. The individual t statistic for x1 (Group)
tests the hypotheses
H0 : b1 = 0 (that is, my = b0 + b2x2)
Ha : b1 ≠ 0
We explicitly state the model in the null
hypothesis because the bare statement
H0 : b1 = 0 can be misleading. The hypothesis of interest is that in this model the coefficient of x1 is 0. If the same x1 is used in a
different model with different explanatory
variables, the hypothesis H0 : b1 = 0 would
have a different meaning even though we
would write it the same way.
From the Minitab output, we see that the
test statistic is
t=

−0.7168
= −5.78
0.1241

We checked that the inference conditions were met in an earlier example. The
P-value is the area below -5.78 or above 5.78 under a t distribution curve with
df = 52 - 2 - 1 = 49. Because this probability is very small, Minitab simply
reports that the P-value is approximately 0. Look back at the hypotheses to interpret this result: we have convincing evidence that reporting date x1 (Group) helps
explain the percent reporting y even after we allow year x2 to explain the reporting
percent.
A 95% confidence interval for b1 is given by
-0.7168 ± 2.01(0.1241) = -0.7168 ± 0.2494 = (-0.9662, -0.4674)
We are 95% confident that the interval from -0.9662 to -0.4674 captures the true
value of the coefficient b1 in the model my = b0 + b1x1 + b2x2. Note that 0 is not

starnes14_002-049hr.indd 17
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a plausible value for this parameter, which is consistent with the conclusion of our
significance test.
Here are significance test results and 95% confidence intervals for the other two
coefficients:
• For b0 : A test of H0 : b0 = 0 (that is, my = b1x1 + b2x2) versus Ha : b0 ≠ 0 yields
77.082
t=
= 36.19 and a P-value of approximately 0. The 95% confidence
2.130
interval is 77.082 ± 2.01(2.130) = 77.082 ± 4.281 = (72.801, 81.363).
• For b2 : A test of H0 : b2 = 0 (that is, my = b0 + b1x1) versus Ha : b2 ≠ 0 yields
17.833
t=
= 9.58 and a P-value of approximately 0. The 95% confidence inter1.861
val is 17.833 ± 2.01(1.861) = 17.833 ± 3.741 = (14.092, 21.574).
There is convincing evidence that the constant term b0 is not 0, and that year x2
adds to our ability to explain the reporting percent even after we take reporting
date x1 into account.

The previous example is pretty straightforward. The overall F test tells us that
the two explanatory variables together help explain the response. The individual t
tests indicate that each explanatory variable significantly improves the explanation
when added to a model that uses only the other explanatory variable. Confidence
intervals for the coefficients in the multiple linear regression model give us a
range of plausible values for each parameter. Interpreting the results of individual
tests and confidence intervals can get very tricky, so we will return to the more
challenging situations later.

Check Your Understanding

Here once again is Minitab output from a multiple linear regression analysis of the data on
nestling mass and nest humidity from the previous Check Your Understanding (page 13).
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1. Describe the conditions that must be met in this setting before performing inference
about the multiple linear regression model involving parallel lines. For Questions 2 and 3,
assume that these conditions are met.
2. Carry out the overall F test for the model. What conclusion do you draw?
3. Perform individual t tests for the three coefficients in the model. What conclusions do
you draw?
4. Calculate individual 95% confidence intervals for each of the three model coefficients. What additional information do these intervals provide?

Interaction
Examples with two parallel linear patterns for two values of an indicator variable
are rather rare. It’s more common to see two linear patterns that are not parallel.
To write a regression model for this setting, we need an idea that is new and
important: interaction between two explanatory variables. Interaction between
variables x1 and x2 appears as a product term x1x2 in the model. The product term
means that the relationship between the mean response and one explanatory variable x1 changes when we change the value of the other explanatory variable x2. Here
is an example.

Interaction

EXAMPLE State SAT Scores
Looking at interaction
In Chapter 3, you discovered that states with a higher percent of high school
graduates taking the SAT (rather than the ACT) tend to have lower mean SAT
scores. You also saw that states fall into two distinct
clusters, one for states with 40% or more of high
school graduates taking the SAT and the other for
states with less than 40% of high school graduates taking the SAT. A reproduction of Figure 3.2 (page 144)
might jog your memory.
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70

80

90

From the scatterplot, it looks like a regression line
with a fairly steep negative slope will be required for
the cluster of states on the left, while a regression line
with a slope much closer to 0 will fit the cluster of
states on the right. We can’t use our strategy of fitting
parallel regression lines in this case.

Starnes/Yates/Moore: The Practice of Statistics, 4E
New Fig.: 03_02
Perm. Fig.: 306
First Pass: 2010-03-03
Let’s see how adding an interaction
2nd Pass: 2010-03-12
lines in a model. Consider the model

term will allow us to have two nonparallel

my = b0 + b1x1 + b2x2 + b3x1x2
in which y is the mean SAT Math score, x1 is the percent of high school graduates
taking the SAT, x2 is an indicator variable that is 1 if the percent of high school
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graduates taking the SAT is less than 40% and 0 otherwise, and x1x2 is the interaction term (found by multiplying the value of x1 for each state by that state’s
x2-value). For states with at least 40% of the graduates taking the SAT, x2 = 0 and
the model becomes
my = b0 + b1x1 + b2(0) + b3x1(0) = b0 + b1x1
For states with less than 40% of the graduates taking the SAT, x2 = 1 and the
model is
my = b0 + b1x1 + b2(1) + b3x1(1) = (b0 + b2) + (b1 + b3)x1

As before, the single
regression model with
nonparallel lines is simpler
and provides a more precise
estimate of the scatter about
the model s than two separate
simple linear regression
models do.

A careful look allows us to interpret all four parameters: b0 and b1 are the intercept and slope for states with at least 40% of the graduates taking the SAT. The
parameters b2 and b3 indicate the fixed change in the intercept and slope, respectively, for states with less than 40% of the graduates taking the SAT. Be
careful not to interpret b2 as the intercept and b3 as the slope for states
with a low percent of graduates taking the SAT. The indicator variable
allows us to change the intercept as we did before, and the new interaction term
allows us to change the slope.

A Model with Two Regression Lines
We have n observations on an explanatory variable x1, an indicator variable
x2 coded as 0 for some individuals and as 1 for the rest of the individuals, and
a response variable y. The mean response my is a linear function of the four
parameters b0, b1, b2, and b3:
my = b0 + b1x1 + b2x2 + b3x1x2
Now let’s return to the state SAT scores.

EXAMPLE

4

ST E P

State SAT Scores
A model with interaction
Refer to the previous example. Fit and evaluate a multiple linear regression model
using x1 = percent of high school graduates taking the SAT, x2 = 1 if percent of
high school graduates taking the SAT is less than 40% and 0 otherwise, and
x1x2 = the interaction term for predicting SAT Math score. Assume that the conditions for performing inference are met.

State: Is a model with two regression lines that includes an interaction term helpful in predicting

the SAT Math score for the two clusters of states?
Plan: Use computer software to carry out the multiple linear regression analysis.
Do: Figure 14.6 provides the regression output from Minitab. By substituting 0 and 1 for the
indicator variable x2, we can easily obtain the two estimated regression lines. They are
ŷ = 528.68 - 0.32x1 for states with 40% or more of high school graduates taking the SAT and
ŷ = (528.68 + 69.65) - (0.32 + 2.432)x1
= 598.33 - 2.752x1
for states with less than 40% of high school graduates taking the SAT.
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State mean SAT Math score
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FIGURE 14.6 Output from Minitab for the model with two
regression lines including an interaction term.

FIGURE 14.7 Model with two regression lines for predicting
mean SAT Math score in each state based on the percent of
Starnes/Yates/Moore:
Practice
of Statistics,
4E
high school graduatesThe
who
take the
SAT.
New Fig.: 14.07
Perm. Fig.: 14018
First Pass: 2011-03-10
2nd Pass: 2011-03-22

Figure 14.7 shows the two regression lines, one for each cluster, for predicting the mean SAT Math
score for each state. The fitted model, as shown by the two regression lines in this case, appears to
provide a good visual summary for the two clusters.
The overall F statistic 66.27 and corresponding P-value (roughly 0) in the ANOVA table clearly
indicate that at least one of the regression coefficients is significantly different from zero. Thus, at
least one of the two explanatory variables or the interaction of both is helpful in predicting states’
mean SAT Math scores.
Looking at the individual t tests for the coefficients, we notice that only one coefficient, the
coefficient for the percent taking the SAT x1, is not significantly different from zero. The P-value
for x1 is so large (P = 0.259) that there is insufficient evidence against b1 = 0. The null hypothesis
H0 : b1 = 0 for this individual t test says that
my = b0 (a horizontal line) for states 40% or higher
my = (b0 + b2) + b3x1 for states less than 40%
Figure 14.7 shows that the regression line will be close to a horizontal line. The model specified by
H0 : b1 = 0 is reasonable. There is not convincing evidence that percent taking (x1) affects state
SAT Math score once the percent taking is 40% or higher.
Conclude: The ANOVA F test tells us that the model with two regression lines, one for each
cluster, is useful for predicting mean SAT Math score from the percent of a state’s high school
graduates who take the test. This model explains approximately 81.2% of the variation in the
mean SAT Math scores. The size of a typical prediction error when using this model is about
17.4 points.

For Practice Try Exercise 21
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Even though we developed models without interaction first, it is best in
practice to consider models with interaction terms before going to the more
restrictive model with parallel regression lines. If you begin your model
fitting with the more restrictive model with parallel regression lines, then you are
basically assuming that there is no interaction. We won’t discuss model selection
formally, but deciding which model to use is an important skill.

Check Your Understanding

Suppose that the number y of new birds that join a colony this year has a straight-line relationship with the percent x1 of returning birds in colonies of two different bird species. An
indicator variable shows which species we observe: x2 = 0 for one species and x2 = 1 for
the other. Write a population regression model that allows different linear models for the
two different bird species. Explain in words what each b in your model means.

The General Multiple Linear
Regression Model
We have seen in a simple but useful case how adding another explanatory variable
can fit patterns more complex than the single straight line of simple linear regression. Our examples to this point included two explanatory variables: a quantitative
variable x1 and an indicator variable x2. Some of our models added an interaction
term x1x2. Now we want to allow any number of explanatory variables, each of
which can be either quantitative or an indicator variable. Here is a statement of
the general model that includes the conditions needed for inference.

The Multiple Linear Regression Model
We have observations on n individuals. Each observation consists of values
of k explanatory variables x1, x2, . . . , xk and a response variable y. Our goal is
to predict y given the values of the explanatory variables. The conditions for
inference about the multiple linear regression model are
• Linear: The mean response my has a linear relationship given by the
population regression model my = b0 + b1x1 + b2x2 + . . . + bkxk. The b’s
are unknown parameters.
• Independent: Individual responses y are independent of each other.
• Normal: For any set of fixed values of the explanatory variables, the response
y varies according to a Normal distribution.
• Equal variance: The standard deviation of y (call it s) is the same for all
values of the explanatory variables. The value of s is unknown.
• Random: The data are produced by random sampling or a randomized
experiment.
The population regression model has k + 2 parameters that we must 
estimate from data: the k + 1 coefficients b0, b1, . . . , bk and the standard
deviation s.
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This is multiple linear regression because there is more than one explanatory
variable. Some of the x’s in the model may be interaction terms, products of two
explanatory variables. Others may be squares or higher powers of quantitative
explanatory variables. So the model can describe quite general relationships.5 The
main restriction is that the model is linear regression because each term is a constant multiple bixi.
When we start to explore models with several explanatory variables, we
quickly meet the big new idea of multiple linear regression in practice: the
relationship between the response y and any one explanatory variable can
change greatly, depending on what other explanatory variables are present in
the model. Let’s try to understand why this can happen before we illustrate the
idea with data.

EXAMPLE Coins in Your Pocket
What’s in your model?
Let y denote the total amount of change in a person’s pocket or purse. Suppose
you are interested in modeling this response variable based on two explanatory
variables. The first explanatory variable x1 is the total number of coins in a person’s pocket or purse, and the second explanatory variable x2 is the total number of pennies, nickels, and dimes. Both of these explanatory variables will be
positively correlated with the total amount of change in a person’s pocket
or purse.
If we perform a simple linear regression using x2 alone to predict y, we expect the
coefficient of x2 to be positive, because the money amount y generally goes up
when your pocket has more pennies, nickels, and dimes in it. What if we perform
multiple linear regression using both x1 and x2 to predict y? For any fixed x1, larger
values of x2 mean fewer quarters in the overall count of coins x1, and this means
that the money amount y often gets smaller as x2 gets larger. So when we add x1 to
the model, the coefficient of x2 not only changes but may change sign from positive to negative.

The reason for the behavior in the previous example is that the two explanatory
variables x1 and x2 are related to each other as well as to the response y. When the
explanatory variables are correlated, multiple linear regression models can produce some very odd and counterintuitive results, so we must check carefully for
correlation among our potential set of explanatory variables.

Check Your Understanding

The Minitab output on the next page shows the results of a simple linear regression and
a multiple linear regression for predicting state mean SAT Math scores. Note that the
indicator variable ind40 = 1 if percent of high school graduates taking the SAT is less
than 40% and that ind40 = 0 otherwise. Explain how the relationship between percent
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of high school graduates taking the SAT and mean SAT Math score differs depending on
the variables used in the model. Be specific.

A Case Study for Multiple
Linear Regression
We will now look at a set of data with several explanatory variables to illustrate the
process of arriving at a suitable multiple linear regression model. Later, we will
use the model we have chosen for inference, including predicting the response
variable.

EXAMPLE Buying Clothes
A multiple linear regression case study
The data provided in the table represent a random sample of 60 customers of a
large clothing retailer.6 The manager of the store is interested in predicting how
much a customer will spend on his or her next purchase. Our goal is to find a
regression model for predicting the amount of a purchase from the available
explanatory variables. Here is a short description of each variable:

starnes14_002-049hr.indd 24

Variable

Description

Amount

The net dollar amount spent by customers who made a purchase from
this retailer

Recency

The number of months since the last purchase
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Freq12

The number of purchases in the last 12 months

Dollar12

The dollar amount of purchases in the last 12 months

Freq24

The number of purchases in the last 24 months

Dollar24

The dollar amount of purchases in the last 24 months

Card

An indicator variable: Card = 1 for customers who have a private-label
credit card with the retailer, and Card = 0 for those who do not

ID

Amount

Recency

Freq12

Dollar12

Freq24

Dollar24

Card

1

0

22

0

0

3

400

0

2

0

30

0

0

0

0

0

3

0

24

0

0

1

250

0

4

30

6

3

140

4

225

0

5

33

12

1

50

1

50

0

6

35

48

0

0

0

0

0

7

35

5

5

450

6

415

0

8

39

2

5

245

12

661

1

9

40

24

0

0

1

225

0

10

45

3

6

403

8

1138

0

11

48

6

3

155

4

262

0

12

50

12

1

42

7

290

0

13

50

5

2

100

8

700

1

14

50

8

3

144

4

202

0

15

50

1

10

562

13

595

1

16

50

2

3

166

4

308

0

17

50

4

4

228

4

228

0

18

50

5

5

322

7

717

1

19

55

13

0

0

6

1050

0

20

55

6

3

244

7

811

0

21

57

20

0

0

2

140

0

22

58

3

4

200

4

818

1

23

60

12

1

70

2

150

0

24

60

3

4

256

7

468

0

25

62

12

1

65

5

255

0

26

64

8

1

70

6

300

0

27

65

2

6

471

8

607

0

28

68

6

2

110

3

150

0

29

70

3

3

222

5

305

0

30

70

6

2

120

4

230

0

31

70

5

3

205

8

455

1

32

72

7

4

445

6

400

0

33

75

6

1

77

2

168

0

34

75

4

2

166

5

404

0

35

75

4

3

210

4

270

0

36

78

8

2

180

7

555

1
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37

78

5

3

245

9

602

1

38

79

4

3

225

5

350

0

39

80

3

4

300

6

499

0

40

90

3

5

400

9

723

0

41

95

1

6

650

9

1006

1

42

98

6

2

215

3

333

0

43

100

12

1

100

2

200

0

44

100

2

1

110

4

400

1

45

100

3

3

217

6

605

0

46

100

3

4

330

8

660

1

47

105

2

4

400

7

560

0

48

110

3

4

420

6

570

0

49

125

3

2

270

5

590

1

50

140

6

3

405

6

775

0

51

160

2

2

411

8

706

0

52

180

1

5

744

10

945

1

53

200

1

3

558

4

755

1

54

240

4

4

815

10

1150

1

55

250

3

3

782

10

1500

1

56

300

12

1

250

4

401

0

57

340

1

5

1084

7

1162

1

58

500

4

2

777

3

905

1

59

650

1

4

1493

7

2050

1

60

1,506,000

1

6

5000

11

80000

1

The response variable y is the amount of money spent by a customer. A careful
examination of the data table reveals that the first three values for Amount are zero
because some customers purchased items and then returned them. We are not
interested in modeling returns, so these observations will be removed before proceeding. The last row of the table indicates that one customer spent $1,506,000 in
the store. A quick consultation with the manager reveals that this observation is a
data entry error, so this customer will also be removed from our analysis. We can
now proceed with the cleaned data on 56 customers.

To build a multiple linear regression model, first examine the data for outliers
and other departures from the pattern that might unduly influence your conclusions. Next, use descriptive statistics, especially correlations, to get an idea of
which explanatory variables may be most helpful in explaining the response. Fit
several models using combinations of these variables, paying attention to the individual t statistics to see if any variables contribute little in any particular model.
Always think about the real-world setting of your data and use common sense as
part of the process.
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EXAMPLE Buying Clothes
Relationships among the variables
We won’t go through all the expected relationships among the variables, but we
would certainly expect the amount of a purchase to be positively associated with
the amount of money spent over the last 12 and the last 24 months. Speculating
about how the frequency of purchases over the last 12 and 24 months is related to
the purchase amount is not as easy. Some customers may buy small amounts of
clothing regularly, while others may purchase large amounts less often. Yet other
people may purchase large amounts regularly.
Descriptive statistics and a matrix of correlation coefficients for the 6 quantitative
variables are shown in Figure 14.8. As expected, Amount is strongly correlated
with past spending: r = 0.804 with Dollar12 and r = 0.677 with Dollar24. However,
the matrix also reveals that these explanatory variables are correlated with one
another. Since the variables are dollar amounts in overlapping time periods, there
is a strong positive association, r = 0.827, between Dollar12 and Dollar24.

FIGURE 14.8 Descriptive statistics and correlation coefficients for the clothing retailer data.

Recency (the number of months since the last purchase) is negatively associated with the purchase amount and with the four explanatory variables that
indicate the number of purchases or the amount of those purchases. Perhaps
recent customers (low Recency) tend to be regular customers, and those who
have not visited in some time (high Recency) include customers who often
shop elsewhere. Customers with low Recency would then visit more frequently
and spend more.
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One common mistake in modeling is to include too many variables in the multiple linear regression model, especially variables that are related to one another.
A hasty user of statistical software will include all explanatory variables along with
some possible interaction terms and quadratic terms. Here’s an example to show
you what can happen.

EXAMPLE Buying Clothes
Including all explanatory variables
Create the following interaction terms and quadratic terms from the potential
explanatory variables:
Int12 = Freq12 × Dollar12
Int24 = Freq24 × Dollar24
IntCard12 = Card × Dollar12
Dollar12sq = Dollar12 × Dollar12
Dollar24sq = Dollar24 × Dollar24

FIGURE 14.9 Minitab output for the multiple linear regression model
using all 11 explanatory variables.

Figure 14.9 shows the multiple linear regression output using all six explanatory variables
provided by the manager and the five new variables. Most of the individual t statistics have
P-values greater than 0.2 and only three have
P-values less than 0.05. The model is successful
at explaining 91.7% of the variation in the purchase amounts, but it is large and unwieldy.
Management will have to measure all these
variables to use the model in the future for prediction. This model does set a standard: removing explanatory variables can only reduce R2, so
no smaller model that uses some of these variables and no new variables can do better than
R2 = 91.7%. But can a simpler model do almost
as well?

Some statistical software provides automated algorithms to choose regression
models by adding or removing variables one at a time. Such regression algorithms
are generally very useful. On the other hand, algorithms that add or remove variables one at a time often miss good models. We will not illustrate automated
algorithms but instead will build models by considering and evaluating various
possible subsets of models.

starnes14_002-049hr.indd 28

4/18/11 4:14 PM

14.1 Prediction and Inference for Multiple Linear Regression 29

EXAMPLE Buying Clothes
Highest-correlation approach
To start, let’s look at a simple linear regression model with the single explanatory
variable most highly correlated with Amount. The correlations in Figure 14.8
(page 27) show that this explanatory variable is Dollar12. The least-squares regression line for predicting the purchase amount y is
ŷ = 10.08 + 0.31756Dollar12
Figure 14.10 shows the regression output for this simple linear regression model.
This simple model has an R2 of only 64.6%, so we need more explanatory variables.
FIGURE 14.10 Minitab output
for the simple linear regression
model using the dollar amount
of purchases in the last 12
months (Dollar12) as the
explanatory variable.

Of the remaining explanatory variables, Dollar24 and Recency have the strongest
associations with the purchase amounts. We will add these variables to try to
improve our model. Rather than providing the complete computer output for each
model, we will concentrate on the parameter estimates and individual t statistics.

EXAMPLE Buying Clothes
Including other explanatory variables
The fitted model using both Dollar12 and Dollar24 is
ŷ = 7.63 + 0.305Dollar12 + 0.012Dollar24
The t statistic for Dollar12 has dropped from
9.92 to 5.30, but it is still significant. However,
if the amount of the purchases over the last
12 months (Dollar12) is already in the model,
then adding the amount of purchases over
the last 24 months (Dollar24) does not improve
the model. Since these explanatory variables
are so strongly associated, R2 remains the
same.
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Using Recency and Dollar12 we find the fitted model
ŷ = -17.7 + 0.350Dollar12 + 2.787Recency

Even though the t statistics associated with both explanatory variables are significant, the percent of variation in the purchase amounts explained by this model
increases only to 67.2%.

The frequency of visits over the last 12 months (Freq12) was not strongly associated with the purchase amount but may be helpful because dollar amount and
frequency provide different information. The fitted model using all three explanatory variables is
ŷ = 88.75 + 0.438Dollar12 - 1.105Recency - 36.501Freq12
The t statistic for Dollar12 jumps to 18.45 and the t statistic for Recency drops to
-1.17, which is not significant.
Eliminating Recency from the model, we obtain
the fitted model
ŷ = 73.90 + 0.443Dollar12 - 34.426Freq12
This model explains 87.2% of the variation in
the purchase amounts. That is almost as good as
the big clumsy model when we used all 11 variables, but with only two explanatory variables.
We might stop here, but we will take one more
approach to the problem.
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We have used the explanatory variables that were given to us by the manager to
fit many different models. However, we have not thought carefully about the data
and our objective. Thinking about the setting of the data leads to a new idea.

EXAMPLE Buying Clothes
Creating a new explanatory variable
To predict the purchase amount for a customer, the average purchase amount
over a recent time period might be helpful. We have the total amount and frequency of purchases over 12 months, so we can create a new variable:
Purchase12 =

Dollar12
Freq12

If no purchases were made in the last 12 months, then Purchase12 is set to 0.
Fitting a simple linear regression model with this new explanatory variable
explains 87.64% of the variation in the purchase amounts. This is better than
almost all of our previous models. Figure 14.11 shows the fitted model
ŷ = -22.99 + 1.34Purchase12
on a scatterplot of Amount versus Purchase12 and the corresponding residual plot.
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FIGURE 14.11 A scatterplot, including the regression line, and a residual plot for a simple linear regression
model
using Purchase12
asPractice
the explanatory
variable.
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model provides a reasonable fit. However, the residual plot
shows that low purchase amounts tend to be above the regression line and moderate purchase amounts tend to be below the line. This suggests that a model with
some curvature might improve the fit.

Create the variable Purchase12sq, the square of Purchase12, to allow some
curvature in the model. Previous explorations also revealed that the dollar
amount spent depends on how recently the customer visited the store, so an
interaction term
IntRecency = Recency × Dollar12
was created to incorporate this relationship into the model.
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EXAMPLE Buying Clothes
A final model
Even though we added a
quadratic term, (Purchase12)2,
we still have a multiple linear
regression model. Refer to the
explanation on page 23.

Some output for the multiple linear regression model using the three explanatory
variables Purchase12, Purchase12sq, and IntRecency is shown in Figure 14.12.
There is no longer a curved pattern in the residual plot. The model
ŷ = 32.02 + 0.563Purchase12 + 0.00253(Purchase12)2 - 0.018IntRecency
does a great job for the manager by explaining 94% of the variation in the purchase amounts.

FIGURE 14.12 Minitab output and a residual plot for the multiple linear regression model using Purchase12, Purchase12sq,
and IntRecency as explanatory variables.

Inference for Regression Parameters
We discussed the general form of inference procedures for regression parameters
earlier in the chapter, using software output. This section provides more details
for the analysis of variance (ANOVA) table, the F test, and the individual t statistics
for the multiple linear regression model with k explanatory variables, my = b0 +
b1x1 + b2x2 + . . . + bkxk.
Software always provides the ANOVA table. The general form of the ANOVA
table is shown below.
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EXAMPLE Buying Clothes
A quick check
The final multiple linear regression model for the clothing retailer data is
my = b0 + b1x1 + b2x2 + b3x3
where x1 = Purchase12, x2 = Purchase12sq, and x3 = IntRecency. It is a good idea to
check that the degrees of freedom from the ANOVA table on the output match the
form above. This verifies that the software is using the number of observations and
the number of explanatory variables that you intended. The model degrees of freedom is the number of explanatory variables, 3, and the total degrees of freedom is
the number of observations minus 1, that is, 56 - 1 = 55. We usually do not check
the other calculations by hand, but knowing that the mean square is the sum of
squares divided by the degrees of freedom and that the F statistic is the ratio of the
mean squares for each source helps us understand how the F statistic is formed.

The first formal test in most multiple linear regression studies is the analysis of
variance (ANOVA) F test. This test is used to check whether the complete set of
explanatory variables is helpful in predicting the response variable.

Analysis of Variance (ANOVA) F  Test
The analysis of variance F statistic tests the null hypothesis that all the
regression coefficients (b’s), except b0, are equal to zero. The test statistic is
F=

variation due to model
variation due to error

P-values come from the F distribution with k and n - k - 1 degrees of
freedom.

F

To give formulas for
the numeratorThe
and
denominator
of the F statistic, let ŷ
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The numerator of F is the mean square for the model:
variation due to model =

∑( ŷ − y )2
k

The denominator of F is the mean square for error:
( y − yˆ )2
∑
variation due to error =

n − k −1
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The P-value for a test of H0 against the alternative that at least one b parameter is
not zero is the area to the right of F under an F distribution with k numerator
degrees of freedom and n - k - 1 denominator degrees of freedom.

EXAMPLE Buying Clothes
The ANOVA F test
Problem: Use the ANOVA table in Figure 14.12 (page 32) to perform a test of H0 : b1 = b2 =
b3 = 0 for the clothing supplier.
Solution: The computer output shows an F statistic of 270.18. The P-value provided on the output
is the area to the right of 270.18 under an F distribution with k = 3 numerator and n - k - 1 =
56 - 3 - 1 = 52 denominator degrees of freedom. Since this area is so small (<0.001), we
reject the null hypothesis that the b coefficients associated with the three explanatory variables
are all equal to zero. The three explanatory variables together do help predict the amount that a
customer will spend.
For Practice Try Exercise 23(a) and (b)

As we have seen, individual t tests are helpful in identifying the explanatory
variables that are useful predictors, but extreme caution is necessary when interpreting the results of these tests. Remember that an individual t assesses the contribution of its variable in the presence of the other variables in this specific model.
That is, individual t’s depend on the model in use, not just on the direct association between an explanatory variable and the response.

Confidence Intervals and Individual t  Tests for Coefficients
A level C confidence interval for a regression coefficient b is b ± t*SEb. The
critical value t* is obtained from the t distribution with n - k - 1 degrees of
freedom.
To test the null hypothesis H0 : b = 0 that a regression coefficient is equal
to 0, compute the test statistic
t=

b−0
SEb

Find the P-value by calculating the probability of getting a t statistic this
large or larger in the direction specified by the alternative hypothesis Ha in a
t distribution with df = n - k - 1.
Ha : b > 0

Ha : b < 0

t

t

Ha : b ≠ 0

–| t |

|t|
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Let’s consider the results of individual t tests for the parameters b1, b2, and b3 in
the final model for the clothing supplier.

EXAMPLE Buying Clothes
The easiest situation: All predictors are helpful
The individual t statistics and corresponding P-values in Figure 14.12 (page 32)
indicate that all three of the explanatory variables are useful predictors. All the
P-values are less than 0.01, which indicates very convincing evidence of statistical
significance. The P-values are computed using a t distribution with 52 degrees of
freedom. The degrees of freedom for error in the ANOVA table will always tell
you which t distribution to use for the individual b coefficients.

Checking the Conditions
for Inference
A full picture of the conditions for multiple linear regression requires much more
than a few plots of the residuals. We will present only a few methods here, because
regression diagnostics is a subject that could fill an entire book.
•  Plot the residuals against the predicted values. This graph will allow you to
check the condition that the standard deviation of the response about the
multiple linear regression model is the same everywhere. The scatterplot should
show a randomly scattered horizontal band of points centered at 0. The mean of
the residuals is always 0, just as in simple linear regression, so we continue to
add a line at 0 to orient ourselves.
Funnel or cone shapes indicate that this condition is not met and that the
standard deviation of the residuals must be stabilized before making inferences.
As we learned in Chapter 12, curved patterns in residual plots can sometimes be
fixed by transforming one or both variables using powers or logarithms. Another
alternative from this chapter is to change the model. For example, if you see a
quadratic pattern, then you should consider adding a quadratic term for that
explanatory variable.
•  Look for outliers and influential observations in all residual plots. To check the
influence of a particular observation, you can fit your model with and without
this observation. If the estimates and statistics do not change much, you can
safely proceed. However, if there are substantial changes, you must begin a more
careful investigation. Do not simply throw out observations to improve the fit
and increase R2.
•  Check for independence. Ideally, we would like all the explanatory variables
to be independent and the observations on the response variable to be independent. As you have seen, practical problems include explanatory variables that
are not independent. Association between two or more explanatory variables
can create serious problems in the model, so use correlations and scatterplots to
check relationships.
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•  Make a stemplot, histogram, or Normal probability plot of the residuals to
check the condition that the response should vary Normally about the multiple
linear regression model. We can rely on the robustness of the regression
inference methods when there is a slight departure from Normality.

EXAMPLE Buying Clothes
Checking conditions
Figure 14.13 shows residual plots for the clothing retailer’s final model for predicting how much a customer will spend:
ŷ = 32.302 + 0.563Purchase12 + 0.00253(Purchase12)2 - 0.018IntRecency
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FIGURE 14.13 Plots of the residuals for the
clothing supplier’s final multiple linear regression
model. (a) Scatterplot of the residuals against the
predicted values. (b) Histogram. (c) Normal
probability plot of the residuals.

(c)

The scatterplot shows that the variability for the larger predicted values is greater
below 200. The constant-variance
predicted values are below 200 and
the variability is roughly constant in that range, we will not resort to more sophisticated methods to stabilize the variance.
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The histogram shows approximate symmetry in the residuals. A few very large
residuals (above 75 and below -75) are apparent on the scatterplot and the histogram. We also see these points in the curved tails of the Normal probability plot.
This is a situation where we need to rely on the robustness of regression inference
against departures from Normality.
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case closed
How Well Do High School
Grades and SAT Scores
Predict College Success?
In the chapter-opening Case Study (page 3), we described details
of an observational study that had the goal of predicting a college
student’s cumulative GPA after three semesters using his or her
high school grades and SAT scores. The correlation table shown
describes the relationships between all pairs of variables. We see
that the high school grades all have higher correlations with GPA
than do the SAT scores. Math grades have the highest correlation (r = 0.436),
followed by science grades (0.329), and then English grades (0.289). The two
SAT scores have a rather high correlation with each other (0.464), and the high
school grades also correlate well with each other (0.447 to 0.579). The SATM
score correlates well with HSM (0.454), less well with HSS
(0.240), and rather poorly with HSE (0.108). The correlations of the SATCR score with the three high school grades
are about equal, ranging from 0.221 to 0.262.
Computer output from a multiple linear regression analysis using all five explanatory variables is shown at left. The
F statistic is 11.69, with a P-value of approximately 0, so at
least one of our explanatory variables has a nonzero regression coefficient. The value of R2 is 0.211, so about 21% of
the variation in cumulative GPA is accounted for by this
multiple linear regression model. Examination of the t statistics and the associated P-values for
the individual regression coefficients
reveals that HSM is the only one that
is significant (P ≈ 0). That is, only
HSM makes a significant contribution when it is added to a model that
already has the other four explanatory variables.
Note: The coefficient of SATCR in
this model is negative, even though
we know that there is a positive association between SATCR and college
GPA. This kind of unexpected result
can happen when we use too many
correlated explanatory variables in a
multiple regression model.
We can do almost as well at predicting GPA in this setting using a model
with fewer explanatory variables.
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Computer output from a multiple linear regression analysis with HSM, HSE,
and SATM is shown below. This model with two fewer predictors still accounts
for almost 21% of the variation in cumulative GPA. The average size of a prediction error when using this model is about 0.7 GPA units. An examination of the
residual plots suggests that the conditions for performing regression inference
are met.
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In fact, our original simple linear regression model (r2 = 0.191, s = 0.703)
does almost as well at predicting students’ GPAs as this multiple linear regression
model with fewer explanatory variables (r2 = 0.207, s = 0.699). We might just opt
to use the original model for simplicity’s sake!
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Summary

Section 14.1
•

•

An indicator variable x2 can be used to fit a regression model with two
parallel lines. The mean response is my = b0 + b1x1 + b2x2, where x1 is a
quantitative explanatory variable.
A multiple linear regression model with two regression lines includes an
explanatory variable x1, an indicator variable x2, and an interaction term
x1x2. The mean response is
my = b0 + b1x1 + b2x2 + b3x1x2

•

The mean response my for a general multiple linear regression model
based on k explanatory variables x1, x2, . . . , xk is
my = b0 + b1x1 + b2x2 + . . . + bkxk

•

Some of the x’s in the model may be indicator variables, interaction terms,
or powers of other explanatory variables.
The estimated regression model is
ŷ = b0 + b1x1 + b2x2 + . . . + bkxk

•

•

where the b’s are obtained by the method of least squares.
The regression standard error s has n - k - 1 degrees of freedom and is
used to estimate s, the standard deviation of the responses about the mean
given by the population regression model.
The sum of squares column in the analysis of variance (ANOVA)
table breaks the total variability in the responses into two pieces. One
piece summarizes the variability due to the model, and the other piece
summarizes the variability due to error:
total sum of squares = model sum of squares + error sum of squares

•

•

•
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The squared multiple correlation coefficient R2 represents the proportion
of variability in the response variable y that is accounted for by the
explanatory variables x1, x2, . . . , xk in a multiple linear regression model.
To test the hypothesis that all the regression coefficients (b’s), except b0, are
equal to zero, use the ANOVA F statistic. In other words, the null model
says that the x’s do not help predict y. The alternative is that the explanatory
variables as a group are helpful in predicting y.
Individual t procedures in regression inference have n - k - 1 degrees of
freedom. These individual t procedures depend on the other explanatory
variables specified in a multiple linear regression model. Individual t tests
assess the contribution of one explanatory variable in the presence of the
other variables in a model. The null hypothesis is written as H0 : b = 0 but is
interpreted as “the coefficient of xi is 0 in this model.”
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Exercises

Section 14.1

1. Heights and weights for boys and girls Suppose you
are designing a study to investigate the relationship
between height and weight for boys and girls. Specify
a model with parallel regression lines that could be
used to predict height separately for boys and for
girls. Be sure to identify all variables and describe all
parameters in your model.
2. How fast do icicles grow? We have data on the
growth of icicles starting at length 10 centimeters
(cm) and at length 20 cm. Suppose that an icicle
grows at the same rate, 0.15 cm per minute, starting
from either length. Give a regression model that
describes how mean length changes with time x1
using an indicator variable x2 for starting length. Use
numbers, not symbols, for the b’s in your model.
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4. Potential jurors A scatterplot of the percent of individuals summoned for jury duty in Franklin County,
Ohio, who actually appeared in each of the 26
reporting periods in 2003 and in 2004 and descriptive
statistics from Minitab are shown below.
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3. Potential jurors A scatterplot of the percent of individuals summoned for jury duty in Franklin County,
Ohio, who actually appeared in each of the 26
reporting periods in 1985 and in 1997 and descriptive
statistics from Minitab are shown below.

reporting date in 1985 and in 1997 using the methods
of Chapter 3.
(b) Interpret the value of the slope for each of your
estimated models.
(c) Use the two regression lines to predict the percent
of jurors appearing for reporting date 26 in both
years. The actual reporting percents were 14.2% in
1985 and 62.1% in 1997. Calculate the residuals
corresponding to reporting date 26 for both years.
(d) Would you be willing to use the multiple linear
regression model with equal slopes to predict the
reporting percents in 1985 and 1997? Explain why or
why not.
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(a) Compute separate least-squares regression lines
for predicting the reporting percent from the coded
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(a) Compute separate least-squares regression lines
for predicting the reporting percent from the coded
reporting date in 2003 and in 2004 using the methods
of Chapter 3.
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5. Potential jurors In the example on page 10, the
indicator variable for year (x2 = 0 for 1998 and
x2 = 1 for 2000) was used to combine the two separate regression models from the example on page 6
into one multiple linear regression model. Suppose
that instead of x2 we use an indicator variable x3 that
reverses the two years, so that x3 = 1 for 1998 and
x3 = 0 for 2000. The mean reporting percent is
my = b0 + b1x1 + b2x3, where x1 is the code for the
reporting date (the value on the x axis in Figure 14.2)
and x3 is an indicator variable to identify the year
(different symbols in Figure 14.2). Statistical software
now gives the estimated regression model as
ŷ = 94.9 - 0.717x1 - 17.8x3.
(a) Substitute the two values of the indicator variable
into the estimated regression equation to obtain a
least-squares line for each year.
(b) How do your estimated regression lines in part (a)
compare with the estimated regression lines provided
for each year in the example on page 6?
(c) Will the regression standard error change when
this new indicator variable is used? Explain.
6. Potential jurors Refer to Exercise 4. We used
Minitab to fit a multiple linear regression model with
parallel lines for the data on percent of jurors reporting in 2003 and 2004. Some output from this regression analysis is shown below. The indicator variable
INDyear takes value 0 for 2003 and 1 for 2004.
Predictor Coef SE
Coef
T
Constant
89.049
1.917
46.45
Reporting
0.0009 0.1147
0.01
date
INDyear
1.689
-2.299
-1.36
S = 6.02753 R-Sq = 3.7% R-Sq(adj) =

P
0.000
0.994

A group of researchers investigated the relationship
between metabolic rate and body mass for a random
sample of 209 tobacco hornworm caterpillars (Manduca
sexta). These caterpillars were chosen because they
maintain their shape throughout the five stages of larval
development, and the size of their breathing system
increases at each molt. The figure below shows a
scatterplot of log(MR) versus log(BM) for caterpillars at
the fourth and fifth stages of development.8 Metabolic
rate was measured in microliters of oxygen per minute
(ml O2/min), and body mass was measured in
grams (g).
2.25
2.00
1.75

Stage
4
5

1.50
1.25
1.00
0.75
0.50
–1.0

–0.5

0.0

0.5

1.0

log (BM) (g)

7. Caterpillars: Simple linear regression Does the general relationship MR
a(BM)ofb Statistics,
between4E
metabolic
Starnes/Yates/Moore:
The=Practice
New
Fig.:
14UN22
Perm.
14045
rate and body mass hold Fig.:
for tobacco
hornworm catFirst
Pass: 2011-03-10
erpillars?
The Minitab output below was obtained by
2nd Pass: 2011-03-22
performing simple linear regression of y = log(MR)
on x1 = log(BM).

0.180
0.0%

(a) Our multiple linear regression model is my = b0 +
b1x1 + b2x2. Explain in words what each b in the
model means. Then give an estimate for each of the
parameters.
(b) Substitute the two values of the indicator variable
into the estimated regression equation to obtain a
least-squares line for each year.
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Exercises 7 and 8 refer to the following setting. Scientists
have long been interested in the question of how body
mass (BM) determines physiological characteristics such
as metabolic rate (MR). Recent experimental and theoretical research has confirmed the general relationship
MR = a(BM)b between metabolic rate and body mass.7
However, there is still considerable debate about whether
the proper exponent is b = 2/3 or b = 3/4.

log (MR) (µl O2 /min)

(b) Interpret the value of the slope for each of your
estimated models.
(c) Use the two regression lines to predict the percent
of jurors appearing for reporting date 25 in both years.
The actual reporting percents were 91.2% in 2003
and 90.66% in 2004. Calculate the residuals corresponding to reporting date 25 for both years.
(d) Would you be willing to use the multiple linear
regression model with equal slopes to predict the
reporting percents in 2003 and 2004? Explain why or
why not.

(a) Use the regression equation from the Minitab
output to estimate a and b in the general
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relationship MR = a(BM)b, which is the same as
my = log(a) + bx1. The predicted model is ŷ = a + bx1,
so that a estimates log(a) and b estimates b in the
original model.
(b) What would you predict for the body mass of a
tobacco hornworm caterpillar that weighs 3 g? Show
your work.
(c) Interpret the value of R2 in context.
8. Caterpillars: Simple linear regression Residual plots
for the simple linear regression model in Exercise 7
are shown below.
(a) Explain why the conditions for performing inference about the slope b are met in this setting.
(b) Construct and interpret a 95% confidence interval for the slope parameter b.
(c) Is b = 2/3 or b = 3/4 a plausible value of the true
slope b ? Justify your answer.

pg 10

9. Bank wages We assume that our wages will increase
as we gain experience and become more valuable
to our employers. Wages also increase because of
inflation. By examining a sample of employees at
a given point in time, we can look at part of the
picture. How does length of service (LOS) relate to
wages? Researchers collected data on the LOS in
months and wages for a random sample of 59 women
who work in Indiana banks. Wages are yearly total
income divided by the number of weeks worked. We
have multiplied wages by a constant for reasons of
confidentiality.9
(a) The figure below is a scatterplot of the data using
different symbols for size of the bank. Explain why it
would be reasonable to use a multiple linear regression model with parallel lines to predict wages from
LOS for the two different bank sizes.
80

Residuals versus the Fitted Values

70

Wages

Residual

0.2

0.0

60
50
Size

40

Large
30

− 0.2

Small

20
0.5

1.0

1.5

2.0

Fitted value

50

100

150

200

250

LOS

		 The Minitab output below was obtained by regressing
wages on two predictor variables, LOS and an indicator variable INDsize, which is 1 for large banks and 0
Starnes/Yates/Moore:
for small banks. The Practice of Statistics, 4E

Histogram of the Residuals
20

Frequency

0

New Fig.: 14UN26
Perm. Fig.: 14049
First
Pass:
2011-03-10
Regression Analysis: Wages versus LOS, INDsize

15

The regression equation is Wages = 37.6 +
0.0829 LOS + 8.92 INDsize

10
5
0
− 0.300 − 0.225 − 0.150 − 0.075

0.000

0.075

0.150

Residual
Residuals versus the Order of the Data
0.2

Residual

Starnes/Yates/Moore: The Practice of Statistics, 4E
New Fig.: 14UN24
Perm. Fig.: 14047
First0.0
Pass: 2011-03-10
2nd Pass: 2011-03-22
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Observation order
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New Fig.: 14UN25
Perm. Fig.: 14048
First Pass: 2011-03-10
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Predictor
Constant
LOS
INDsize

Coef
37.565
0.08289
8.916

SE Coef
2.596
0.02349
2.459

T
14.47
3.53
3.63

P
0.000
0.001
0.001

S = 9.27251 R-Sq = 29.1% R-Sq(adj) = 26.6%
Analysis of
Source
Regression
Residual
Error
Total

Variance
DF
SS
MS
F
P
2 1977.67 988.83 11.50 0.000
56 4814.85
85.98
58 6792.51

		 (b) Our multiple linear regression model is my =
b0 + b1x1 + b2x2. Explain in words what each b in
the model means. Then give an estimate for each of
the parameters.
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10. Caterpillars: Multiple linear regression Refer to
Exercises 7 and 8. The Minitab output below shows
the results of a multiple linear regression using two
predictor variables, x1 (the logarithm of body mass)
and an indicator variable x2, which is 1 for Stage 5
and 0 for Stage 4.

(b) Use the computer output from Exercise 9
to carry out a test of H0 : b1 = b2 = 0 versus an
appropriate alternative. What conclusion do
you draw?
Versus Fits
20

Residual

(c) Substitute the two values of the indicator variable
into the estimated regression equation to obtain a
least-squares line for each size of bank.
(d) Use the regression model to predict the wages for
a woman who has worked in an Indiana bank for
120 months (10 years) (i) if she works in a small bank
and (ii) if she works in a large bank.

10
0
−10
−20
40

45

50

55

60

Fitted value
Histogram

Frequency

Starnes/Yates/Moore: The Practice of Statistics, 4E
16
New Fig.: 14UN28
Perm. Fig.: 14051
First Pass: 2011-03-10
12
8
4
0
−20

11. Bank wages Refer to Exercise 9. Interpret the values
of R2 and s in context.
pg 12

12. Caterpillars Refer to Exercise 10. Interpret the values of R2 and s in context.

13. Bank wages: Inference The figures at right display
several plots of the residuals for the multiple linear
regression model in Exercise 9.
pg 14
(a) Verify that the conditions for performing inference about the regression model are met.
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Versus Order
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20
New Fig.: 14UN29
Perm. Fig.: 14052
First Pass: 2011-03-10
Residual

(a) Is the relationship between body mass and metabolic rate the same for the two different stages? Justify
your answer.
		 (b) Our multiple linear regression model is my = b0 +
b1x1 + b2x2. Explain in words what each b in the
model means. Then give an estimate for each of the
parameters.
(c) Substitute the two values of the indicator variable
into the estimated regression equation to obtain a
least-squares line for each stage.
(d) Use the regression model to predict the
metabolic rate for a tobacco hornworm caterpillar
that weighs 3 g (i) if it is in Stage 4 and (ii) if it is in
Stage 5. Show your work.
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14. Caterpillars: Inference The figures on the next
page display several plots of the residuals for the
Starnes/Yates/Moore:
The Practice
of Statistics,
4E
multiple linear regression
model
in Exercise
10.
New Fig.: 14UN30
Perm. Fig.: 14053
(a) 
Verify
that the conditions for performing
First
Pass:
2011-03-10
inference about the regression model
are met.
(b) Use the computer output from Exercise 10
to carry out a test of H0 : b1 = b2 = 0 versus an
appropriate alternative. What conclusion do
you draw?
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self-guided cars complete tours at an average rate
of 28 miles per hour. Give a regression model that
describes how mean time to complete a tour changes
with distance x1 and mode of transportation x2. To be
realistic, we want the mean time to complete the tour
to be zero for both modes of transportation when the
distance x1 = 0. Use numbers, not symbols, for the b’s
in your model.

Residuals versus the Fitted Values

Residual

0.2
0.1
0.0
− 0.1
− 0.2
0.5

1.0

1.5

18. How fast do icicles grow? We have data on the
growth of icicles starting at length 10 centimeters
(cm) and at length 20 cm. Suppose that icicles which
start at 10 cm grow at a rate of 0.15 cm per minute
and icicles which start at 20 cm grow at a rate of
0.12 cm per minute. Give a regression model that
describes how mean length changes with time x1 and
starting length x2. Use numbers, not symbols, for the
b’s in your model.

2.0
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15. Bank wages: Inference Refer to Exercise 9.
Starnes/Yates/Moore:
Practice toftests
Statistics,
4E regression
(a) Explain what The
individual
for the
New Fig.: 14UN32
Perm. Fig.: 14055
coefficients
b
,
b
,
and
b
reveal.
0
1
2
First Pass: 2011-03-10
(b) Construct and interpret a 95% confidence interval for b1.

19. Heights and weights for boys and girls Suppose
that you are designing a study to investigate the
relationship between height and weight for boys
and girls. Specify a model with two regression
lines that could be used to predict height
separately for boys and for girls. Be sure to
identify all variables and describe all parameters
in your model.
20. Men’s body fat You are interested in predicting the
amount of body fat on a man y using the explanatory
variables waist size x1 and height x2.
(a) Do you think body fat y and waist size x1 are positively correlated? Explain.
(b) For a fixed waist size, height x2 is negatively correlated with body fat y. Explain why.
(c) The slope of the simple linear regression line
for predicting body fat from height for a sample of
men is almost 0, say, 0.13. Knowing a man’s height
does not tell you much about his body fat. Do
you think this parameter estimate would become
negative if a multiple linear regression model with
height x2 and waist size x1 was used to predict body
fat? Explain.

21. State SAT scores We have examined the relationship between mean SAT Math score and the percent
of high school graduates who take the SAT in the
pg 20
states. What happens if we try to predict average SAT
16. Caterpillars: Inference Refer to Exercise 10.
Critical Reading scores instead? The scatterplot and
computer output at top right show the results of
(a) Explain what individual t tests for the regression
fitting a model with two regression lines, one for each
coefficients b0, b1, and b2 reveal.
cluster of states, for predicting the mean SAT Critical
(b) Construct and interpret a 95% confidence interReading score. The indicator variable Ind40 = 1 if
val for b1.
the percent of high school graduates taking the SAT
17. Touring battlefields Suppose that buses complete
is less than 40% and 0 otherwise, and Ind40*Pct is
tours at an average rate of 20 miles per hour and that
the interaction term.
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Mean Critical Reading Score

in kilograms, is a person’s weight leaving out all fat.
Metabolic rate is measured in calories burned per
24 hours, the same calories used to describe the
energy content of foods. The researchers believe that
lean body mass is an important influence on metabolic rate. The scatterplot and computer output below
show the results of fitting a model with two regression
lines, one for each gender, for predicting metabolic
rate. The indicator variable IndGender = 1
if the subject is male and 0 if the subject is female,
and IndGender*Mass is the interaction term.

Ind40
0
1

600
575
550
525
500
475
450
0

10

20

30

40

50

60

70

80

90

2000

Percent taking

Gender
F
M

1800

Coef SE
516.71
-0.2488

Coef
14.63
0.2222

T
35.31
-1.12

P
0.000
0.269

78.51
-2.5102

15.35
0.4442

5.11
-5.65

0.000
0.000

1600

Rate

Predictor
Constant
Percent
taking
Ind40
Ind40*Pct

1400
1200
1000

S = 13.7955 R-Sq = 88.4% R-Sq(adj) = 87.7%
Analysis of
Source
Regression
Residual
Error
Total

Variance
DF
SS
3 66939
46
8755
49

30

40

45

50

55

60

65

Mass

MS
22313
190

F
117.24

P
0.000

75694

(a) What is the estimated regression line for predicting mean SAT Critical Reading score for states with
40% or more of high school graduates taking the
SAT? For states with less than 40% of high school
graduates taking the SAT?
(b) Use your model from part (a) to predict the
mean SAT Critical Reading score in Arizona, where
25% of high school graduates take the SAT. Show
your work.
(c) The parameter associated with the interaction
term is often used to decide if a model with parallel
regression lines can be used. Test the null hypothesis
that this parameter is equal to zero, and comment on
whether or not you would be willing to use the more
restrictive model with parallel regression lines for
these data.
(d) Interpret the squared multiple correlation coefficient and the regression standard error in context.
22. Metabolic rate and body mass Metabolic rate, the
rate at which the body consumes energy, is important
in studies of weight gain, dieting, and exercise.
Researchers collected data on the lean body mass
and resting metabolic rate for 12 randomly selected
women and 7 randomly selected men who were
subjects in a study of dieting. Lean body mass, given
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35

Predictor
Coef SE
Coef
Constant
201.2
236.6
Mass
24.026
5.435
IndGender
509.3
468.2
IndGender*Mass -7.275
9.309

T
0.85
4.42
1.09
-0.78

P
0.409
0.000
0.294
0.447

S = 123.815 R-Sq = 80.7% R-Sq(adj) = 76.9%
Analysis of
Source
Regression
Residual
Error
Total

Variance
DF
SS
MS
F
P
3
963598 321199 20.95 0.000
15
229953
15330
18 1193551

(a) What is the estimated regression line for
predicting metabolic rate for female subjects? For
male subjects?
(b) Use your model from part (a) to predict
the metabolic rate for the females in the study
whose lean body mass was 42.0 kg. Show
your work.
(c) The parameter associated with the interaction
term is often used to decide if a model with parallel
regression lines can be used. Test the null hypothesis
that this parameter is equal to zero, and comment on
whether or not you would be willing to use the more
restrictive model with parallel regression lines for
these data.
(d) Interpret the squared multiple correlation coefficient and the regression standard error in context.
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23. State SAT scores The figures below display several
plots of the residuals for the multiple linear regression
model in Exercise 21.
pg 34
(a) Do the plots indicate any problems with the
conditions for inference about the regression model?
Justify your answer.
(b) Does the ANOVA F statistic indicate that at
least one of the explanatory variables is useful in
predicting mean SAT Critical Reading scores?
Explain.
(c) Explain what individual t tests for the regression
coefficients reveal.

24. Metabolic rate and body mass The figures below
display several plots of the residuals for the multiple
linear regression model in Exercise 22.
(a) Do the plots indicate any problems with the
conditions for inference about the regression model?
Justify your answer.
(b) Does the ANOVA F statistic indicate that at least
one of the explanatory variables is useful in predicting
metabolic rates? Explain.
(c) Explain what individual t tests for the regression
coefficients reveal.
Versus Fits
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25. Growth of pine trees The Department of Biology at
Kenyon College conducted an experiment to study
the growth of pine trees. In April 1990, volunteers
Starnes/Yates/Moore: The Practice of Statistics, 4E
planted
1000 white
pineFig.:
(Pinus
New
Fig.: 14UN40
Perm.
14063strobus) seedlings at
First Pass: 2011-03-10
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the Brown Family Environmental Center. The seedlings were randomly assigned to be planted in two
grids, distinguished by spacing of either 10 or 15 feet
between the seedlings. Students recorded data on the
following variables for each of the trees.10 (The data
set is available at the book’s Web site or from your
teacher.)
Variable

Description

Row

Row number in pine population

Col

Column number in pine population

Hgt90

Tree height at time of planting (cm)

Hgt96

Tree height in September 1996 (cm)

Diam96

Tree trunk diameter in September 1996 (cm)

Grow96

Leader growth during 1996 (cm)

Hgt97

fit than the previous models? Explain by comparing
the values of R2 and s for each model.
26. Children’s perception of reading difficulty
Researchers collected data on the measured and
self-estimated reading ability for a random sample
of 60 fifth-grade students from one elementary
school.11 The data set, which is available at
the book’s Web site or from your teacher, contains
the following variables.
Variable

Description

OBS

Observation number for each individual

SEX

Gender of the individual

LSS

Median grade level of student’s selection of “best for
me to read” (eight repetitions, each with four choices
at grades 3, 5, 7, and 9 level)

Tree height in September 1997 (cm)

IQ

IQ score

Diam97

Tree trunk diameter in September 1997 (cm)

READ

Spread97

Widest lateral spread in September 1997 (cm)

Score on reading subtest of the Metropolitan
Achievement Test

Needles97

Needle length in September 1997 (mm)

EST

Deer95

Type of deer damage in September 1995: 1 = none,
2 = browsed

Student’s own estimate of his or her reading ability,
scale 1 to 5 (1 = low)

Deer97

Type of deer damage in September 1997: 1 = none,
2 = browsed

Cover95

Amount of thorny cover in September 1995: 0 = none,
1 = <1/3, 2 = between 1/3 and 2/3, 3 = >2/3

Fert

Indicator for fertilizer: 0 = no, 1 = yes

Spacing

Distance (in feet) between trees (10 or 15)

(a) Use tree height at the time of planting (Hgt90)
and the indicator variable for fertilizer (Fert) to fit
a multiple linear regression model for predicting
Hgt97. Specify the estimated regression model and
the regression standard error. Are you happy with
the fit of this model? Comment on the value of
R2 and the plot of the residuals against the
predicted values.
(b) A correlation matrix reveals that the variable most
strongly correlated with the response variable (Hgt97)
is Hgt96. Explain why this makes sense. Add tree
height in September 1996 (Hgt96) to the model in
part (a). Does this model do a better job of predicting
tree height in 1997? Explain.
(c) What happened to the individual t statistic for
Hgt90 when Hgt96 was added to the model? Explain
why this change occurred.
(d) Fit a multiple linear regression model for
predicting Hgt97 based on the explanatory variables
Diam97, Hgt96, and Fert. Summarize the results of
the individual t tests. Does this model provide a better
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(a) Is the relationship between measured (READ)
and self-estimated (EST) reading ability the same for
both boys and girls? Create an indicator variable for
gender and fit an appropriate multiple linear regression model to answer the question.
(b) Fit a multiple linear regression model for predicting IQ from the explanatory variables LSS, READ,
and EST. Are you happy with the fit of this model?
Explain.
(c) Use residual plots to check the appropriate conditions for the model in part (b).
(d) Only two of the three explanatory variables in
your model in part (b) have parameters that are
significantly different from zero according to the individual t tests. Drop the explanatory variable that is not
significant, and add the interaction term for the two
remaining explanatory variables. Are you surprised by
the results from fitting this new model? Explain what
happened to the individual t tests for the two explanatory variables.
Multiple choice: Select the best answer for
Exercises 27 to 31.
Exercises 27 to 32 refer to the following setting. Many exercise bikes, elliptical trainers, and treadmills display basic
information like distance, speed, calories burned per hour
(or total calories), and duration of the workout. The data
in the table below show the treadmill display’s claimed
calories per hour by speed for a 175-pound male using a
Cybex treadmill at inclines of 0%, 2%, and 4%.
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Incline
Mph

0%

2%

4%

1.5

174

207

240

2.0

205

249

294

2.5

236

291

347

3.0

267

333

400

3.5

372

436

503

4.0

482

542

607

4.5

592

649

709

5.0

701

756

812

5.5

763

824

885

6.0

825

892

959

6.5

887

960

1032

7.0

949

1027

1105

7.5

1011

1094

1178

8.0

1073

1163

1252

8.5

1135

1230

1325

9.0

1197

1298

1398

9.5

1259

1365

1470

10.0

1321

1433

1544

		 The relationship between speed and calories is
different for walking and running, so we need an
indicator for slow/fast. The variables created from
the table are
Calories = calories burned per hour
Mph = speed of the treadmill (miles per hour)
Incline = the incline percent (0, 2, or 4)
IndSlow = 1 for Mph ≤ 3 and
IndSlow = 0 for Mph > 3.0
		 Here is part of the Minitab output from fitting a
multiple linear regression model to predict Calories
from Mph, IndSlow, and Incline for the Cybex
treadmill.
Predictor
Constant
Mph
IndSlow
Incline

Coef
-80.41
145.841
-50.01
36.264

SE Coef
18.99
2.570
16.04
2.829

T
-4.24
56.74
-3.12
12.82

P
0.000
0.000
0.003
0.000

S = 33.9422 R-Sq = 99.3% R-Sq(adj) = 99.3%
Analysis of Variance
Source
Df
SS
MS
F
P
Regression 3 8554241 2851414 2475.03 0.000
Residual
50
57604
1152
Error
Total
53 8611845
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27. The number of parameters in this multiple linear
regression model is
(a) 3.
(c) 5.
(e) 53.
(b) 4.
(d) 50.
28. To predict calories when walking (Mph ≤ 3) with no
incline, use the line
 = -80.41 + 145.84(Mph).
(a) Calories
 = -130.42 + 145.84(Mph).
(b) Calories
 = -44.15 + 145.84(Mph).
(c) Calories
 = -80.41 + 95.84(Mph).
(d) Calories
 = -130.42 + 95.84(Mph).
(e) Calories

29. Is there significant evidence that more calories are
burned for higher speeds? To answer this question,
test the hypotheses
(a) H0 : b0 = 0 versus Ha : b0 > 0.
(b) H0 : b0 = 0 versus Ha : b0 ≠ 0.
(c) H0 : b1 = 0 versus Ha : b1 > 0.
(d) H0 : b1 = 0 versus Ha : b1 ≠ 0.
(e) H0 : b1 = b2 = 0 versus Ha : at least one of the b’s
is nonzero.
30. Confidence intervals and tests for these data use the t
distribution with degrees of freedom
(a) 3.
(c) 51.
(e) 53.
(b) 50.
(d) 52.
31. Orlando, a 175-pound man, plans to run
6.5 miles per hour for one hour on a 2% incline.
The regression model predicts that he will burn
about
(a) 868 calories.
(b) 890 calories.
(c) 940 calories.

(d) 990 calories.
(e) 1013 calories.

32. Burning calories Scatterplots show different linear
relationships for each incline, one for slow speeds and
another for faster speeds, so the following indicator
variables were created:
IndSlow = 1 for Mph ≤ 3 and
IndSlow = 0 for Mph > 3.0
NoIncline = 1 for 0% incline and
NoIncline = 0 for other inclines
2%Incline = 1 for a 2% incline and
2%Incline = 0 for other inclines
Part of the Minitab output from fitting a multiple
linear regression model to predict Calories from
Mph, IndSlow, NoIncline, and 2%Incline is shown
at top right.
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(a) Use the Minitab output to estimate each
 arameter in this multiple linear regression model for
p

starnes14_002-049hr.indd 49

predicting calories burned with the Cybex machine.
Don’t forget to estimate s.
(b) How many separate lines are fitted with this
model? Do the lines all have the same slope? Identify
each fitted line.
(c) Do you think that this model provides a good fit
for these data? Explain.
(d) Is there significant evidence that more calories
are burned for higher speeds? State the hypotheses,
identify the test statistic and P-value, and provide
a conclusion in the context of this question.
Assume that the conditions for performing
inference are met.
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